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Summary of recommendations
Recommendation 1.1 - Discovery-level metadata content standards
All NOAA datasets should be described in sufficient detail that discovery level metadata can be provided in FGDC CSDGM, ISO 19115 or OBIS as appropriate, including all mandatory fields.  WMO extensions and additional elements should be included for meteorological data and other extensions required to characterize NOAA data should be developed and registered with appropriate authorities.
Recommendation 1.2 - Discovery-level keyword lexicon
In close cooperation with its partners in the geosciences community NOAA should agree upon, publish, maintain, and respect within its service interfaces a standard list of discovery-level keywords that should be used to describe NOAA datasets.  These NOAA Dataset Keywords should include the ISO 19115 Topic Categories and should be the same as the GCMD Parameter Valids whenever they describe the same phenomena.  Coordination with the WMO keywords would be an advantage if support for multiple languages is desired.
Recommendation 1.3 - Discovery-level metadata representation/exchange standard
Discovery-level metadata should be exchanged in XML compliant with FGDC CSDGM and OBIS as appropriate.  It is expected there will be a transition to ISO 19139 over the next few years and NOAA should adapt as this transition progresses.
Recommendation 1.4 - Catalogue search protocol specification
NOAA information systems should provide access to their metadata catalogs via a server interface compatible with Geospatial One Stop specifications (currently Z39.50 or OAI-PMH).  Catalogs describing geographic data should also provide an interface that conforms to the  SUBJECT  

 SUBJECT  OGC Catalog Services Specification. NOAA should also participate in existing discovery mechanisms that are relevant, such as GCMD for climate, OBIS for biology, etc.
Recommendation 1.5 - Comprehensive use-level metadata
a. NOAA should define a comprehensive parameter usage vocabulary for all NOAA data.  Development of this NOAA Standard Parameter Names should be closely coordinated with the development of the NOAA Dataset Keywords (see Recommendation 1.2) and should, to the extent possible, be coordinated with Unidata, WMO and other relevant organizations.  This would be a major undertaking and, to succeed, would require active and dedicated participation of experts from across NOAA and academia.
b. Comprehensive use-level metadata are necessary to fully describe scientific data.  However, the metadata elements that are needed vary according to the type of data being described.  Given the breadth of data managed by NOAA, at this time it is not considered practical or desirable to define a comprehensive use-level metadata standard for all of NOAA.  Rather, general NOAA guidelines for comprehensive use-level metadata should be developed.
Recommendation 2.1 - File transfer protocols and APIs
Note:  The focus of this section is on integration of data and information across NOAA.  As a consequence, it is concerned only with standards as they pertain to transfer of data and information and does not consider standards for archival.
In order to provide immediate guidance to NOAA data providers, until such time as more complete and detailed standards are adopted, the following recommendations are offered:

a. Subscription-based “push” for real-time data and products should use RSS or LDM
b. For request-reply “pull” services as much data as feasible should be made available “on-line” (accessible interactively through human and machine accessible Web interfaces) and accessible via

· FTP and HTTP access to files and custom Web pages (This will position NOAA for rapid progress towards a Service-Oriented Architecture (SOA) as standards are adopted and applied.)

· OPeNDAP/THREDDS Data Servers for access to entire or partial files, including aggregations

Recommendation 3.1 – Database access methods
All NOAA information management systems that utilize Database Management Systems (DBMS) should support ODBC and JDMC access to these systems.
Recommendation 4.1 – Web Services
a. As it develops its Web services, NOAA should favor the use of industry standards for defining Web service interfaces, such as REST and/or SOAP, WSDL and UDDI and should keep abreast of further development of Web service standards by the World Wide Web Consortium.  Studies should be conducted to determine if a particular architectural style (REST/navigational versus procedural) should be preferred for development of NOAA Web services.
b. OGC service specifications (Web Catalog Service, Web Map Service, Web Feature Service and Web Coverage Service, Simple Features, well-known Text and Binary) should be supported where they are applicable.
c. Implementation of standard Web services within NOAA will depend upon development of standard parameter names and XML vocabularies (as described in Recommendations 1.2, 1.5 and 5.5) and application of these vocabularies to community-wide protocols and schemas (OPeNDAP, Geographic Markup Language, etc.).
[At present no recommendations are provided regarding on-line browse capabilities, GIS mappers, portals, etc (the whole range of human-readable interfaces).  Are there standards-related issues for integration that should be investigated in this area?]

Recommendation 5 – Data and product format standards for delivery
	Data/product type
	Recommended Formats

	For text and documents

	Publications and tables
	HTML, PDF, OpenDocument

	Text products
	HTML, ANSI, PDF, OpenDocument

	For images, charts, graphs, and maps

	Charts, graphs, maps
	PNG, PDF, JPEG, GeoTIFF, BUFR, GML

	Images (satellite, radar)
	JPEG, PNG, GeoTIFF, HDF5, BUFR

	For movies, video and animated image loops

	Short/small animations
	GIF, JPEG via Java applets

	Animations, short image loops
	JPEG via Java applets, MPEG4

	Movies, long image loops
	MPEG4

	For scientific/environmental data

	Tabular data
	Comma or space delimited ANSI, XML(see Recommendation 5.5)

	Images (satellite, radar)
	JPEG, TIFF, GeoTIFF

	2-D point/station data (single parameter 2-D or multi parameter 1-D)
	Comma delimited ANSI, netCDF4/HDF51, BUFR2, XML (see Recommendation 5.5) 

	3-D point/station data, soundings, profiles or time series
	netCDF4/HDF51, BUFR2

	Multi-dimensional grids, large arrays
	netCDF4/HDF51, GRIB, GeoTIFF(2D only)


1. As noted in recommendation 1.5 usage vocabularies (format conventions) are required

2. BUFR recommended for meteorological data only.
Recommendation 5.5 – XML schemas for NOAA data
NOAA should, as a matter of urgency, ensure one or more XML schemas are defined for its major scalar data types (i.e. data types that can be represented by single numbers rather than grids or arrays - the data types listed above with delimited ANSI as a recommended format).  This should be undertaken in consultation with other organizations such as WMO and IOC and should be compatible with the NOAA Standard Parameter Names (see Recommendation 1.5a).
Recommendation 6 – Standards for accuracy and content of geospatial data
NOAA should conform to all applicable FGDC standards for its geospatial and geodetic data.  These include Geospatial Positioning Accuracy Standards and the NSDI Framework Data Standard.
1. Metadata and keyword/terminology standards
To ensure that maximum value can be obtained from NOAA data and products it is essential that comprehensive metadata and documentation be provided that are sufficient for both specialists and non specialists to be able to understand how and where the data were obtained, to evaluate the quality of the data and to determine if the data or products are applicable to their specific requirements. 

1.1. Discovery-level metadata

Metadata refers to a wide range of information that describes data.  At the highest level, discovery level metadata describe an entire dataset in general terms.  As the name implies, this provides information to help a user discover if data of interest exist and where they might be obtained.  

1.1.1. Discovery-level metadata content standards

OMB Circular A-16 (Revised) was issued in August 2002.  It provides direction concerning the Federal Geographic Data Committee (FGDC) and the National Spatial Data Infrastructure (NSDI).  The circular requires the development, maintenance, and dissemination of a standard core set of digital spatial information for the Nation.   The FGDC Content Standard for Digital Geospatial Metadata (CSDGM) (http://www.fgdc.gov/metadata/contstan.html) was developed in the mid 1990s to meet this need.  It specifies an extensive list of elements to define information about a dataset’s contents, availability, lineage, processing history, sources, and intended use, among others.  Executive Order 12906, "Coordinating Geographic Data Acquisition and Access:  The National Spatial Data Infrastructure," was issued in 1994.  It requires each agency to document all new geospatial data it collects or produces, either directly or indirectly, using the FGDC standard.

The International Organization for Standardization (ISO) has developed an international standard for the structure and content of metadata to describe data that relate to spatial coordinates.  Formally known as the International Standard for Geographic Information – Metadata (ISO 19115), this standard was formally adopted as an international standard in 2002 and the American National Standards Institute (ANSI) adopted this standard as an ANSI standard without changes in late 2003.  The mandatory, or core, elements of ISO 19115 provide most of the information necessary for data set discovery.

FGDC CSDGM versus ISO 19115

The next version of the FGDC standard (version 3) will be a form of the international standard.  Formal acceptance of this new version of the FGDC CSDGM was expected in 2005 (but had not yet occurred as of December 2005).  The FGDC has sponsored the development of the FGDC-ISO Crosswalk Tool, which will convert FGDC metadata to ISO Metadata.  The tool will be available free of charge once it is accepted.

WMO Core Metadata Draft Standard was developed in May 2002 and extended over the past 3 years as a community profile of ISO 19115.  It is intended to contain all of the information needed for data set discovery within and between WMO Programs (meteorology and hydrology).  Thus, it defines some additional elements as mandatory and includes extensions for new elements that define temporal characteristics needed to describe environmental data sets such as beginDateTime, endDateTime, and dataFrequency.

Directory Interchange Format (DIF) was developed at an Earth Science and Applications Data Systems Workshop on catalog interoperability in 1987 and is used as the primary exchange format for directory-level metadata for the Global Change Master Directory (GCMD) for its Earth sciences applications.

The DIF has been used for more than 16 years and over that time has evolved with changing metadata requirements.  All mandatory elements of the FGDC CSDGM were incorporated into the DIF in 1994 (if one believes the Mandatory if Applicable sections of FGDC are not applicable to our data).  In 2004, additional elements mandated by ISO 19115 were incorporated into the DIF to achieve ISO compatibility. 

The DIF does not compete with other metadata standards.  It is simply a format for exchange of metadata elements.

Climate and Forecast (CF) metadata convention has been developed to help to locate data in space–time and as a function of other independent variables and to identify data sufficiently to enable users of data from different sources to decide what is comparable, and to distinguish variables in archives.  It is a netCDF standard, but most CF ideas relate to metadata design in general and not specifically to netCDF, and hence can be contained in other formats such as XML  While not strictly a discovery-level metadata standard, CF provides some very basic discovery-level metadata in global attributes such as Title, Institution, Source, History and References.

Thematic Real-time Environmental Distributed Data Services (THREDDS) project, coordinated by Unidata, is developing THREDDS to simplify the discovery and use of scientific data and to allow scientific publications and educational materials to reference scientific data.  THREDDS includes several components.  THREDDS Catalogs are relevant to this discussion on metadata.  THREDDS Catalogs are logical directories of on-line data resources, encoded as XML documents.  They can be hand or dynamically generated and can be placed on a web server for distributed access or can serve as a front end to large data portals.  These catalogs do not mandate use of any content standards, but are flexible and could serve as wrappers for metadata encoded in any standard used.  THREDDS Data Servers are described in section 3.
OBIS/Darwin Core is a set of data element definitions and a specification of data concepts and structure intended to support the retrieval and integration of primary biodiversity data.) Darwin Core 2 was proposed as a draft standard in 2004, but was retracted from consideration as a standard because recent changes need more time for review and explanation.  The retraction does NOT mean that support for the Darwin Core 2 has been withdrawn.  The Ocean Biogeographic Information System (OBIS) is a web-based provider of global geo-referenced information on marine species.  OBIS is extended with respect to Darwin Core to include a number of fields relevant to fisheries and marine survey data.  OBIS includes an expanding collection of data visualization tools with a specific marine context, for example allowing visualization against water depth, and other oceanographic parameters.
Dublin Core is a set of 15 generic elements for tracking and cataloging web pages and documents.  These are: Title, Creator, Subject, Description, Publisher, Contributor, Date, Type, Format, Identifier (URL), Source, Language, Relation, Coverage and Rights (copyright information).  It is effective for articles and books but its applicability to digital data is debatable since it does not define explicit elements to support geographic or temporal search ranges (only instances).

	Standard
	Pros
	Cons

	CF
	Adopted by several organizations
Some software tools have been developed to support its use
	Tied closely to NetCDF

Not intended to be a discovery-level metadata standard and contains only very general discovery-level information
Not an international standard

	DIF
	Successfully used in the GCMD and the CEOS International Directory Network for many years
Widely recognized and understood within the earth science community in the USA

Tools (supported by NASA) are available to support use and convert information to CSDGM and ISO 19115 standards
	Not an international standard
Discovery-level only with no provision for more detailed metadata

	Dublin Core
	Widely used in the digital library community for cataloging documents and articles
	Does not define elements to support geographic or temporal search ranges
High-level generic elements with no provision for more detailed metadata

	FGDC CSDGM
	Federal standard mandated and widely implemented within the Federal GIS community (less so in other related disciplines)
Good definition of discovery-level elements for geo-spatial data

Can describe some detailed use-level metadata
	Not an international standard (although the next version is expected to be as a form of ISO 19115)
Standard elements are insufficient to fully describe 3-dimensional time-varying fields, irregular and non-standard grids or complex times needed to characterize forecasts

	ISO 19115
	Approved international standard
Good definition of discovery-level elements for geo-spatial data
Includes elements for comprehensive detailed use-level metadata
Clear process to define and register extensions and/or community profiles
	Few implementations to date
Standard elements are insufficient to fully describe 3-dimensional time-varying fields, irregular and non-standard grids, complex times needed to characterize forecasts

	OBIS/Darwin Core
	Adopted by several organizations across the world responsible for biological data
Software tools have been developed to support its use
	-- More information needed --

	THREDDS
	Adopted by several organizations within the USA

Some software tools have been developed to support its use
	Not a content standard.  More of a wrapper or representation standard

	WMO profile of ISO 19115
	Profile of an approved international standard

Extensions and additional elements have been defined to fully describe atmospheric data and products (additional time elements, flexible grids, one variable using other as co-ordinate)
	Extensions defined with only meteorology and hydrology in mind

Only experimental implementations to date

Profile not yet registered with ISO


Recommendation 1.1
	All NOAA datasets should be described in sufficient detail that discovery level metadata can be provided in FGDC CSDGM, ISO 19115 or OBIS as appropriate, including all mandatory fields.  WMO extensions and additional elements should be included for meteorological data and other extensions required to characterize NOAA data should be developed and registered with appropriate authorities.


1.1.2. Discovery-level keyword lexicon

Two types of parameter vocabularies can be defined:

1) Parameter Discovery Vocabularies: Contain terms used to facilitate the location of datasets based on common known concepts that usually map to groups of phenomena (called variables in DIF).
2) Parameter Usage Vocabularies: Contain terms used to describe individual measurements in a dataset (called detailed-variables in DIF). 
These vocabularies are intended for different uses and often do not reference the same terms, although they may share some terms in common,  Discovery-level vocabularies are discussed below, while usage vocabularies are further described in section 1.2.
Parameter Discovery Vocabularies
· Contain terms that may be linked to collections of related data values (e.g. winds for wind speed and direction).  These vocabularies are often referred to as keywords.
· Use broad terms with granularity aligned with concepts familiar to the intended users.
The preferred granularity of parameter discovery vocabularies is a contentious issue.
· Some believe that the discovery process requires coarse-grained terms, with related fine-grained terms provided in use-level metadata.
· Others prefer to use very specific parameter-level (or use-level) terms for discovery.
It might be possible to resolve these opposing perspectives by providing flexibility in the search criteria, but this has not yet been demonstrated.  Parameter vocabulary interoperability has been one of the primary areas of interest for the Marine Metadata Interoperability project, which aims to build an ontology containing both discovery and usage terms interlinked by relationships.
Examples of existing parameter discovery vocabularies include the GCMD Parameter Valids/Keywords (http://gcmd.gsfc.nasa.gov/Resources/valids/keyword_list.html) and Keywords for Describing WMO Datasets (http://www.wmo.int/web/www/WDM/Metadata/WMO_%20metadata_standard_keywords.xls).

Recommendation 1.2

	In close cooperation with its partners in the geosciences community NOAA should agree upon, publish, maintain, and respect within its service interfaces a standard list of discovery-level keywords that should be used to describe NOAA datasets.  These NOAA Dataset Keywords should include the ISO 19115 Topic Categories and should be the same as the GCMD Parameter Valids whenever they describe the same phenomena.  Coordination with the WMO keywords would be an advantage if support for multiple languages is desired.


1.1.3. Discovery-level metadata representation/exchange standard

As implied in its name, the FGDC CSDGM defines a content standard for metadata but does not specify their encoding.  To address this issue, the FGDC issued the Encoding Guideline for FGDC Metadata.  The guideline defines how metadata records can be encoded in three standard types of ASCII text files: Standard Generalized Markup Language (SGML), Hypertext Markup Language (HTML), and formatted text.  Although, XML was not included (because the guideline was written before XML had been defined) FGDC has since defined an XML Document Type Definition for encoding FGDC metadata.  Encoding in XML is now recommended.

ISO 19115 specifies the structure and content of geospatial metadata and includes an annex with a sample implementation in XML.  However, the XML implementation provided is not part of the standard.  Consequently, the actual execution of the standard could vary based on its interpretation.  Recognizing that a standard for implementation would contribute to interoperability, ISO has developed standard ISO 19139 - Geographic Metadata Implementation Model.  This new standard has been approved as a draft international standard and is expected to be approved as a final standard in 2006.  It will define a single UML interpretation and unambiguous XML schema for implementing ISO 19115.
An XML representation of WMO Core Metadata Standard has been developed and is compliant with the latest version of ISO 19139.

Recommendation 1.3

	Discovery-level metadata should be exchanged in XML compliant with FGDC CSDGM and OBIS as appropriate.  It is expected there will be a transition to ISO 19139 over the next few years and NOAA should adapt as this transition progresses.


1.1.4. Catalogue search protocol specification

The Geospatial One Stop is an intergovernmental project managed by the Department of the Interior in support of the President's Initiative for E-government.  It builds upon its partnership with the Federal Geographic Data Committee (FGDC) to improve the ability of the public and government to use geospatial information to support the business of government and facilitate decision-making.  Presently, Geospatial One Stop uses Z39.50 (see below) and OAI-PMH (Open Archives Initiative, Protocol for Metadata Harvest) to automatically harvest metadata from participating agencies and organizations.
Z39.50 refers to the International Standard, ISO 23950: "Information Retrieval (Z39.50): Application Service Definition and Protocol Specification", and to ANSI/NISO Z39.50. The standard specifies a client/server-based protocol for searching and retrieving catalogue information from remote databases.  It is interoperable with a broad range of information resources and services, including libraries and information services worldwide as well as the Clearinghouse catalogues supported across the Global Spatial Data Infrastructure.  Further information on Z39.50 is available at http://www.loc.gov/z3950/agency/.

The OGC Catalogue Services Specification defines the interfaces, bindings, and a framework for defining application profiles required to publish and access digital catalogues of metadata for geospatial data, services, and related resource information. The specification defines a common query language (based on SQL) for sending requests to catalog systems and includes bindings with Z39.50, CORBA and HTTP protocols.  Further information and details of the OGC Catalogue Services Specification is available from the OGC at http://www.opengis.org/specs/?page=specs.

Recommendation 1.4

	NOAA information systems should provide access to their metadata catalogs via a server interface compatible with Geospatial One Stop specifications (currently Z39.50 or OAI-PMH).  Catalogs describing geographic data should also provide an interface that conforms to the  SUBJECT  

 SUBJECT  OGC Catalog Services Specification. NOAA should also participate in existing discovery mechanisms that are relevant, such as GCMD for climate, OBIS for biology, etc.


1.2. Comprehensive use-level metadata

Some existing metadata standards (e.g. FGDC CSDGM and ISO 19115) provide a good starting point for defining comprehensive use-level metadata.  However, given the wide range of data and products created and managed by NOAA programs, in their present form these standards are not sufficient to meet NOAA requirements for comprehensive use-level metadata.  Therefore, any standard adopted by NOAA must be rigorously evaluated and extensions and additional elements added to describe all of the types of data managed by NOAA (especially biological data).

Parameter Usage Vocabularies:  As noted in the introduction of section 1.1.2, parameter usage vocabularies are used to precisely describe individual measurements within a dataset.  These vocabularies:
· Contain terms that can be precisely and directly linked to a data value - describing what was measured and how it was measured (e.g. wind speed or u-component wind).
· Are often defined using a code, which is mapped to the descriptive terms plus other metadata items through a parameter table or dictionary (which usually include a specification of units of measurement)
· Use specific, narrow and unambiguous terms

The ultimate goal for parameter usage vocabularies is to allow software agents to decide whether two data elements are equivalent.  Information requirements for this are very high in that they must be able to unambiguously describe:

a. What the phenomenon is
b. The sphere or medium to which it relates

c. The units of measurement 

There is some disagreement on whether or not the parameter definitions should include temporal or spatial characteristics.  For example, are “hourly precipitation amount” and “daily precipitation amount” different parameters or should both be defined as “precipitation amount” with the accumulating period defined elsewhere?  The same argument could be applied to soil temperatures observed at different depths or statistical summaries (daily maximum temperature versus maximum temperature).
Examples of parameter usage vocabularies include the CF Standard Name Table (nearly – see the reasons below) and WMO BUFR, CREX and GRIB parameter tables.
The CF Standard Name Table is nearly a parameter usage vocabulary because, while many phenomena are fully described in the Table, some require qualification by additional attributes within the CF convention (usually additional attributes such as cell_methods).  Thus, a single Standard Name can describe a group of different phenomena, which makes it difficult for automated processes to interpret.
Recommendation 1.5

	a. NOAA should define a comprehensive parameter usage vocabulary for all NOAA data.  Development of this NOAA Standard Parameter Names should be closely coordinated with the development of the NOAA Dataset Keywords (see Recommendation 1.2) and should, to the extent possible, be coordinated with Unidata, WMO and other relevant organizations.  This would be a major undertaking and, to succeed, would require active and dedicated participation of experts from across NOAA and academia.
b. Comprehensive use-level metadata are necessary to fully describe scientific data.  However, the metadata elements that are needed vary according to the type of data being described.  Given the breadth of data managed by NOAA, at this time it is not considered practical or desirable to define a comprehensive use-level metadata standard for all of NOAA.  Rather, general NOAA guidelines for comprehensive use-level metadata should be developed.


2. File transfer protocols and APIs
Note:  The focus of this section is on integration of data and information across NOAA.  As a consequence, it is concerned only with standards as they pertain to transfer of data and information and does not consider standards for archival.

FTP (file transfer protocol) is a protocol used for exchanging files over the Internet.  FTP is most commonly used to download a file from a server or to upload a file to a server (e.g., uploading a Web page file to a server).  FTP requires the user to login before data transfer can occur, although many sites that run FTP servers enable so-called "anonymous ftp".  Under this arrangement, users do not need an account on the server. There can be problems using FTP for transferring large files through firewalls, which can time out long sessions even though the file transfer is continuing.  While the file may well be successfully transferred, the control session can be disconnected by the firewall, causing an error. 

HTTP (HyperText Transfer Protocol) is the primary protocol used to transfer information between Web servers and browsers.  HTTP is a request/response protocol between clients and servers.  An HTTP client, such as a web browser, typically initiates a request by establishing a TCP connection to a particular port on a remote host (port 80 by default).  An HTTP server listening on that port waits for the client to send a request string, such as "GET / HTTP/1.1" followed by a message that describe aspects of the request, followed by an optional body of data.  Some headers are optional, while others (such as Host) are required by the HTTP protocol.  Upon receiving the request, the server sends back a response string, and a message, the body of which is perhaps the requested file.
DiGIR (Distributed Generic Information Retrieval) is a project intended to support distributed data retrieval across a loosely coupled federation(s) of biological collection databases. M any such databases exist and a growing subset have been made publicly available via the Web.  Several client-server systems exist that allow a user to query several databases at once, but the protocols, semantics and software are all tightly coupled in each of these systems.  This project hopes to establish an open standard and lay the groundwork for a generic protocol, capable supporting many communities, without regard to discipline or domain (data semantics).  The design goals include: 

· To use open protocols and standards, such as HTTP, XML, and UDDI to leverage existing and emerging IT infrastructure;

· To de-couple the protocol, software and semantics; [Portal and provider software can be developed independently.]

· To automate the establishment of a new provider as much as possible, automatable tasks include installation of provider software, testing, and registration of the provider in a centralized, global registry. 

LDAP (Lightweight Directory Access Protocol) is an Internet protocol that email and other programs use to look up information from a server.  LDAP is appropriate for any kind of directory-like information, where fast lookups and less-frequent updates are the norm.  As a protocol, LDAP does not define how programs work on either the client or server side.  It defines the language used for client and server programs to talk to each other.
P2P (Peer to Peer) network protocols refers to communications between similar processes running in different computers, or communication between devices that are equal with regard to how they exchange information and control communications.  With P2P software like Gnutella, each copy of the software includes both a client and server.  Using their local copy of the software, users search for file names that include the text they provide and the software displays a list of matching files available through other peers who have (and are willing to share) the files.  Most P2P protocols have two capabilities that provide important benefits for downloading large files: multiple-server downloads of a single file and the ability to restart downloads that are interrupted.  Multiple-server downloads can greatly increase the download speed of large files (i.e. files offered by multiple servers are divided into segments and different segments are automatically downloaded from different servers in parallel).  Most P2P clients, if interrupted for any reason (including a power failure) are able to begin downloading from where they left off (i.e. you don’t have to start over).
OPeNDAP (the Open source Project for a Network Data Access Protocol) provides a way to access data in several formats anywhere on the Internet from a wide variety of new and existing programs.  By developing network versions of commonly used data access API libraries, such as netCDF, HDF and others, OPeNDAP can capitalize on the existence of data analysis and display packages that use those APIs, allowing users to continue to use programs with which they are already familiar. 

The OPeNDAP architecture uses a client/server model, with a client that sends requests for data to a server, which answers with the requested data.  OPeNDAP incorporates data sub-sampling and translation facilities, so that data may be stored in data structures and formats defined by the data provider, but may be accessed by the user in a manner identical to the access of local data files on the user’s own system.  Though there are limitations on the types of data that may be translated, the facility is flexible and general enough to handle many different translations so OPeNDAP servers can deliver data directly to client programs in the format needed by that client.
Currently, OPeNDAP uses Remote Procedure Calls for its communication but support for SOAP is being actively pursued.  Further information on OPeNDAP is available at http://www.opendap.org/.

RSS, while strictly an XML dialect (see section 5.4), is primarily used to deliver information as an RSS feed (or stream or channel).  A program known as an RSS aggregator or feed reader can check RSS-enabled web pages for a user, and display any updated articles or data that it finds.  Thus, if they subscribe to an RSS service, users are automatically informed of updates.  As such, it can be loosely considered to be a broadcast protocol.
THREDDS Data Server is a web server that provides metadata and data access for scientific datasets, building on and extending a number of existing technologies.  The THREDDS NetCDF-Java library can read NetCDF, OPeNDAP, and HDF5 datasets, as well as other binary formats such as GRIB and NEXRAD into the Common Data Model. The Common Data Model also adds “Georeferencing Coordinate Systems” and specialized “Scientific Data Type” layers, which provides the semantics needed to convert datasets to other protocols and formats such as those required by GIS systems. The library adds this information by parsing well known “attribute conventions”, and by using THREDDS metadata to add missing coordinate system information and other metadata.  Integrated servers provide: 
· OPeNDAP access to any datasets that can be read through the NetCDF-Java library
· Data access through the OGC Web Coverage Service (described in section 4)
· HTTP access to whole files
Further information on THREDDS is available at http://www.unidata.ucar.edu/projects/THREDDS/index.html
Unidata LDM (Local Data Manager) is a collection of cooperating programs that select, capture, manage, and distribute arbitrary data products.  The system is designed for event-driven data distribution, and is currently used in the Unidata Internet Data Distribution (IDD) project.  The LDM includes network client and server programs and their shared protocols.  An important characteristic of the LDM is its support for flexible, site-specific configuration.  Data passed to the LDM server can be processed in a variety of ways..  Processing actions include placing the data in files and running arbitrary programs on the data.  Decoders are available from Unidata that interface with the LDM and convert data into the forms required by several common applications.  Currently LDM uses Remote Procedure Calls for its communications.

	Standard
	Pros
	Cons

	FTP
	International standard

Server and client software widely available for all operating systems

Client included in all Web Browsers

Password protected access possible

“Push” as well as “pull” (get) functions supported
	Users must locate files by searching through directory lists (of file names)

Transfer of entire files only

If downloads are interrupted must start over from the beginning
Passwords and file contents are sent in clear text and can be intercepted by eavesdroppers

	HTTP
	International standard

Server software widely available for all operating systems
Client included in all Web Browsers

Password protected access possible

Secure access possible
	If downloads are interrupted must start over from the beginning
Transfer of entire files only

Very limited push capability

	DiGIR
	Portal software for providers has been developed and is freely available
Uses HTTP for clients
	Focused on biological data

Implementations in prototype or pilot stages only

	LDAP
	Open and widely supported (mainly by e-mail programs for address lookups)
Password protected access possible
	Designed for directory-like information, with fast lookups and less-frequent updates
Pull capability only

	OPeNDAP
	Password protected access possible

Servers can incorporate data sub-sampling facilities (can transfer only the data needed)
Servers can incorporate translation of data into different formats before transfer
Provides flexibility to the client by allowing multiple views of the data

Clients available for several scientific analysis and visualization packages 
	Required client software is not included in any Web Browsers
Pull capability only



	P2P (e.g. Gnutella)
	Powerful functions to search for file names that a given text string is included in all clients
Downloads can be interrupted and resumed at any time

A file can be downloaded from multiple servers simultaneously
	No capability for password protected or secure access to files
Transfer of entire files only

Pull capability only
Major security issues (not currently allowed on NOAA computers)

	RSS
	Very popular and widely supported

Plug-in clients available for most Web Browsers

Aggregator software supports push broadcast services via subscription
	A notification message format, not a transfer protocol – it allows automatic notification of updates to subscribers but relies upon HTTP for transfer of all but the smallest files

	THREDDS Data Servers
	Combines advantages of HTTP, OPeNDAP, and Unidata LDM

Provides pull and push capabilities
	Required client software is not included in any Web Browsers (for access other than through HTTP)


	Unidata LDM
	Very flexible - LDM server can be instructed to perform a variety of functions

Supports distributed processing

Extensible - new decoders can be added easily 

Event-driven
	LDM software is required and is available for Unix and Linux OS only

No request/reply pull capability


Recommendation 2.1

	In order to provide immediate guidance to NOAA data providers, until such time as more complete and detailed standards are adopted, the following recommendations are offered:

a. Subscription-based “push” for real-time data and products should use RSS or LDM
b. For request-reply “pull” services as much data as feasible should be made available “on-line” (accessible interactively through human and machine accessible Web interfaces) and accessible via

· FTP and HTTP access to files and custom Web pages (This will position NOAA for rapid progress towards a Service-Oriented Architecture (SOA) as standards are adopted and applied.)

· OPeNDAP/THREDDS Data Servers for access to entire or partial files, including aggregations


3. Database access methods

SQL (Structured Query Language) is the most popular computer language used to create, modify and retrieve data from relational database management systems.  Although SQL is an ANSI/ISO standard, there are many extensions to and variations on SQL as it is used.  Many of these extensions are of a proprietary nature, such as Oracle's PL/SQL, IBM's SQL PL (SQL Procedural Language) and Microsoft's Transact-SQL.  It is also not uncommon for commercial implementations to omit support for basic features of the standard, such as the DATE or TIME data types.  As a result, only the simplest SQL code can be easily ported between database systems without major modifications.  There are several reasons for this lack of portability between database systems:

· The complexity and size of the SQL standard means that most database management systems (DBMS) do not support the entire standard.

· The standard does not specify database behavior in several important areas (e.g. indexes), so implementations vary.

· The SQL standard precisely specifies the syntax that a conformant database system must implement.  However, the standard's specification of the semantics of language constructs is less well-defined, leading to areas of ambiguity.

· Many database vendors have large existing customer bases; where the SQL standard conflicts with the prior behavior of the vendor's database, the vendor may diverge from the standard to ensure backward compatibility.

ODBC (Open Database Connectivity) is a standard database access method developed by the SQL Access group in 1992.  The goal of ODBC is to make it possible to access any data from any application, regardless of the DBMS that is handling the data.  ODBC inserts a middle layer, between an application and the DBMS to translate the application's data queries into commands that the DBMS understands.  Both the application and the DBMS must be ODBC-compliant -- that is, the application must be capable of issuing ODBC commands and the DBMS must be capable of responding to them.

JDBC (Java Database Connectivity) is a Java API that enables Java programs to execute SQL statements.  This allows Java programs to interact with any SQL-compliant database.  Since nearly all relational DBMSs support SQL, and because Java itself runs on most platforms, JDBC makes it possible to write a single database application that can run on different platforms and interact with different DBMSs. 

JDBC is similar to ODBC, but is designed specifically for Java programs, whereas ODBC is language-independent. 
Recommendation 3.1

	All NOAA information management systems that utilize DBMSs should support ODBC and JDMC access to these systems.


4. Web Services
The Web is being increasingly used for automated application to application communications.  This activity is being supported by the growing development and use of Web services.  Web services are Web-based applications that use open, XML-based standards and transport protocols to exchange data with calling clients.  Specifically, a Web service is a software system designed to support interoperable machine-to-machine interaction over a network.  It has an interface described in a machine-processable format and other systems interact with the Web service in a manner prescribed by its description using SOAP-messages, typically conveyed using HTTP.  Software systems designed as Web services are said to follow a Services-Oriented Architecture (SOA).  

As noted in the NOAA GEO-IDE Plan, the vision for GEO-IDE is one of cooperative integration.  The goal is to retain existing systems as much as possible while building a software infrastructure that links these systems together.  It is proposed to implement the GEO-IDE vision through Web services.
Although a Web services approach to software development has been enthusiastically embraced by the commercial Internet community, it is still in its infancy.  Thus, although several standards have been developed, they are continuing to evolve and many holes remain.  To successfully build and implement GEO-IDE, it will be necessary for NOAA to develop several standards, building upon the Web services standards that have already be approved by the World Wide Web Consortium.
Standards for Web services are currently divided into two categories: those based on SOAP and those based on REST (Representational State Transfer).  SOAP and REST are described in more detail in the paragraphs that follow.  In general, standards based on SOAP specify tightly coupled designs similar to remote procedure calls while standards based on REST specify designs that are loosely coupled, similar to navigating hypertext links.  Although these alternate approaches are not mutually exclusive (REST is an architectural style while SOAP is a protocol that can be used with many architectures), they do represent different design viewpoints: a navigational style versus a procedural style.  Recently, a compromise of sorts has been worked out between the REST and SOAP communities.  REST principles have been incorporated into the standards and guidelines for the latest version of SOAP (1.2).  Thus, it should be possible to use SOAP and its associated standards to develop systems in either procedural or navigational styles.
REST

Representational State Transfer is a model for web services based solely on HTTP.  REST assumes that HTTP specifications provide all of the capabilities necessary for web services and additional specifications, such as SOAP and UDDI, are not required.  Any item can be made available (i.e. represented) at a URI, and, subject to the necessary permissions, it can be manipulated using one of the simple operations defined within HTTP (GET, PUT, POST, and DELETE).  Proponents argue that retaining this very simple semantic structure is the best way of preserving interoperability between all Web participants.
Note that REST is an architectural style rather than a standard (like client-server is a style not a standard).  REST is built upon existing Web standards such as HTTP, resource representations (HTML, XML, GIF, JPEG, etc.), and MIME types (text/xml, text/html, image/gif, image/jpeg, etc.).  Although the clients of a process do not need to know the details of how the process is implemented, the format of the data/messages that are exchanged need to be agreed by both the client and the process server.  Thus, additional standards are required to define the structure and content of the information passed between clients and servers (often called “process factories” in REST parlance).
SOAP

SOAP is a simple XML based protocol to support exchange of information between applications via HTTP.  Essentially, it is a protocol for accessing a Web Service.  SOAP is fundamentally a stateless, one-way message exchange paradigm, but applications can create more complex interaction patterns (e.g., request/response, request/multiple responses, etc.) by combining such one-way exchanges with features provided by an underlying protocol and/or application-specific information.
Until SOAP was developed in 2001, applications communicated over TCP/IP networks using Remote Procedure Calls between objects.  However, Remote Procedure Calls represent a compatibility and security problem.  Firewalls and proxy servers will normally block this traffic.  Because HTTP is supported by all Internet browsers, servers and firewalls it provides a better mechanism to communicate between applications.  SOAP allows application to application communication via HTTP using messages in well-defined XML.  Further information can be found at http://www.w3.org/2000/xp/Group/.
It should be noted that from the viewpoint of interoperability, SOAP is not a "standard" – it is a vocabulary with which standards can be built.  Under the policy that NOAA "Adopt, adapt and only as a last resort design", while it is important to understand SOAP, NOAA should only consider writing new SOAP-based specifications as a last resort.  Under some circumstances, however, it might be reasonable to put a SOAP wrapper around existing, recognized standards as a part of "adapting" standards.
UDDI

The Universal Description, Discovery and Integration (UDDI) protocol can be a major building block for successful Web services.  UDDI creates a standard interoperable platform that enables companies and applications to dynamically find and use Web services.  In essence UDDI is a Web-based distributed directory that enables services to list themselves on the Internet and discover each other, similar to a traditional phone book's yellow pages.  UDDI allows operational registries to be maintained for different purposes in different contexts.  UDDI is a cross-industry effort driven by major platform and software providers, as well as marketplace operators and e-business leaders within the OASIS standards consortium. 

UDDI takes advantage of W3C and Internet Engineering Task Force standards such as XML, and HTTP and Domain Name System protocols.  Additionally, cross platform programming features are addressed by adopting early versions of the proposed SOAP Protocol messaging specifications found at the W3C Web site.  Further information on UDDI is available at http://www.uddi.org/.

WSDL

Web Services Description Language (WSDL) makes it easier to realize the benefits of SOAP by providing a way for Web service providers and users of such services to work together.  SOAP is a standard for communicating content, but without a standard language for describing that content.  As communications protocols and message formats are standardized in the Web community, it becomes increasingly possible and important to be able to describe the communications in some structured way.  WSDL addresses this need by defining an XML grammar for describing network services. Further information on WSDL is available at http://www.w3.org/TR/wsdl.
	SOAP with UDDI (for service discovery) and WSDL (for service metadata) make up what is commonly described as "Web Services". (with a capitol S).


WSBPEL

While SOAP and WSDL can effectively define Web Service messages, they do not provide the capability to define the relationship between messages that is needed to orchestrate complex process flows (where a process consists of several sub processes that must be executed in a certain order).  The Web Services Business Process Execution Language is a specification being developed to formally describe interoperable business processes and business interaction protocols for Web services orchestration.  Its development is being coordinated by the Organization for the Advancement of Structured Information Standards (OASIS).  It is an XML-based language that is intended to allow users to describe business process activities as Web services and define how they can be connected to accomplish specific tasks.  This standard is still under development and has not been widely adopted.

WSMO
The potential to achieve dynamic, scalable and cost-effective infrastructure for electronic transactions has driven recent research efforts towards so-called Semantic Web services, that is, enriching Web services with machine-understandable semantics. Supporting this goal, the Web Service Modeling Ontology (WSMO) provides a conceptual framework and a formal language for semantically describing all relevant aspects of Web services in order to facilitate the automation of discovering, combining and invoking electronic services over the Web.

WSMO is comprised of five main elements: 
a. Ontologies, which provide the terminology used by other WSMO elements

b. Web service descriptions, which describe the functional and behavioral aspects of a Web service

c. Goals that represent user desires

d. Mediators, which aim at automatically handling interoperability between different WSMO elements
e. Web Service Modeling Language (WSML) the formal logic language used in WSMO

WSMO is currently in a very early stage of development.  Further information can be found at http://www.w3.org/Submission/WSMO/
OGC Specifications

The Open Geospatial Consortium, Inc. (OGC) is a non-profit, international consortium of more than 250 companies, government agencies and universities participating in a consensus process to develop publicly available specifications for exchange and processing of geospatial data.  OGC Implementation Specifications detail the agreed interfaces that OGC develops through its consensus process. These are software engineering specifications that allow software developers to build products that implement one or more of the OGC specifications.  OGC specifications pertinent to NOAA include Simple Features, Web Map Server, Feature Server, Coverage Sever and Catalog Services.

The OGC Web Map Server Specification defines a simple HTTP interface for Web based mapping applications.  The Web Map Server (WMS) provides protocols to support requests for, and descriptions of, server capabilities and layers as well as the creation and display of registered and superimposed map-like views of information.  An OGC "map" is defined as a visual representation of data; not the data itself.  These maps can be delivered in a pictorial format such as PNG, GIF or JPEG, or even as vector-based graphical elements in Scalable Vector Graphics or Web Computer Graphics Metafile formats.  Communication between the client and server is generally done using key-value pairs in an HTTP GET request
The WMS protocol is based on a REST architecture and used a simple query syntax for posting a request for the desired layers and window to the server, which returns a map as a standard picture.  When two or more maps are produced with the same bounding box, spatial reference system, and output size, the results can be accurately layered to produce a composite map.  Uses of vector graphics or transparent areas in GIF images allow lower layers to be visible even when multiple images are superimposed.  This provides the powerful capability for a user to render maps with layers that come simultaneously from multiple remote and heterogeneous sources.
The Web Feature and Coverage Service specifications go beyond the Map Server Specification in that they support transmission of actual data rather than just images.  The feature specification includes points, lines, and polygons with associated attributes (e.g. well-known text and well-known binary representations of features).  The Web Coverage Service (WCS) also includes raster images.  These specifications prescribe the formats of the returned data with OGC Geographic Markup Language (GML) being used for features and several image formats (soon to include netCDF) being used for coverage.  Communication between the client and server is generally done using XML as the body in an HTTP POST request.
Change requests for the WMS and WCS specifications are pending in the OGC.  It is proposed that new protocols (WMS-WSDL and WCS-WSDL) be defined to add a normative WSDL description as an Annex to these specifications.  This would enable definition of SOAP/WSDL interface specifications for the WMS and WCS.
Recommendation 4.1

	a. As it develops its Web services, NOAA should favor the use of industry standards for defining Web service interfaces, such as REST and/or SOAP, WSDL and UDDI and should keep abreast of further development of Web service standards by the World Wide Web Consortium.  Studies should be conducted to determine if a particular architectural style (REST/navigational versus procedural) should be preferred for development of NOAA Web services.
b. OGC service specifications (Web Catalog Service, Web Map Service, Web Feature Service and Web Coverage Service, Simple Features, well-known Text and Binary) should be supported where they are applicable.
c. Implementation of standard Web services within NOAA will depend upon development of controlled, discipline-specific vocabularies (see Recommendations 1.2, 1.5 and 5.5) and application of these vocabularies to community-wide protocols and schemas (OPeNDAP, GML, etc.).


5. Data and Product Format Standards

Different standards are most suitable for different types of data.  Furthermore, a variety of software is used by customers to analyze and visualize data.  As a consequence, no single format could possibly satisfy the requirements of all users.  However, a proliferation of formats is costly and inefficient for both NOAA and its users.  To balance the needs for consistency and flexibility, users should be given the option to select (from a short list of standards) the format that best meets their requirements. 
Note: the following discussion pertains to delivery of information to users (or exchange with other agencies).  Standards for archival of information are not discussed in this document.

While most of the document formats listed below are well-known, a few merit an introduction.  ANSI is listed as the basic text format rather than the more limited ASCII.  OpenDocument is an OASIS standard XML-based file format suitable for office applications.  It covers the features required by text, spreadsheets, charts, and graphical documents.  It is vendor and application-independent but is not currently supported by any Microsoft product.

A brief comparison of formats, grouped by their intended use, is given below.  Recommendations on which formats NOAA should support are provided at the end of each section.

5.1. Formats for delivery of text and documents

	Standard
	Pros
	Cons

	ANSI (text)
	Very widely used

Software to display the information is universally available
	Can be used for basic text or numbers only – does not support images or graphics

No ability to represent formatting information

	HTML

Hypertext Markup Language
	Very widely used

Can include hypertext links

Display software universally available
	Display varies according to rendering hardware and software (i.e. no fixed text width or fixed pages)

	Microsoft Powerpoint
	Widely used for presentations within commercial and government offices
	Proprietary

Support for systems other than MS Windows and Mac OS through Open Office only
Software used for display can also be used to modify the contents

Not widely used by home users

	Microsoft Word 
	Widely used for documents (including embedded tables, charts and images)

Can include hypertext links
	Proprietary (although can be read by many non-MS applications)

Software used for display can also be used to modify the contents

Private information easy to inadvertently include within the file

	OpenDocument
	Suitable for documents, spreadsheets, charts, and graphical documents
Vendor and application independent
	Not widely supported (e.g. no MS applications support it)

	PDF

Portable document Format
	Very widely used for documents (including embedded tables, charts and images)
Accepted by NARA as archive format for electronic documents
Rendering/display software available as a plug-in for most Web Browsers

Difficult for most users to modify the contents
	Proprietary

	RTF

Rich Text Format
	Can be read and displayed by nearly all word processors on many operating systems
	Voluminous if document includes embedded graphics or images

Software used for display can also be used to modify the contents


Recommendation 5.1 - Formats for delivery of text and documents
	Data/product type
	Recommended Formats

	Publications and tables
	HTML, PDF, OpenDocument

	Text products
	HTML, ANSI, PDF, OpenDocument


5.2. Formats for delivery of images, charts, graphs, and maps

JPEG (Joint Photographic Experts Group), PNG (Portable Network Graphics), GIF (Graphics Interchange Format) and TIFF (Tagged Image File Format) are commonly used for exchange of images.

JPEG is by far the most often used format for photographs and full color imagery.  Although JPEG's lossy compression can introduce visible artifacts, these can be minimized, and the savings in file size is much better than is generally possible with lossless formats. 
JPEG2000 is the latest series of standards from the JPEG committee.  JPEG2000 uses 'wavelet' technology and is capable of lossless compression as well as more efficient lossy compression than the original JPEG.  JPEG2000 provides high compression with better image quality than any other existing encoding technique.  However, JPEG2000 is not widely supported in present software due to the perceived danger of software patents on the mathematics of the compression method.  In February 2006 the OGC approved an Implementation Specification for GML in JPEG 2000 for Geographic Imagery.
GIF supports palette-based images but with only up to 256 colors (8 bit).  However, it has two capabilities that are very useful, transparency and animation.  GIF allows areas of images to be tagged as transparent, allowing multiple images to be superimposed.  Also, multiple images comprising scenes of an animation can be included within a single GIF file and most browsers include support to display these animations, although GIF animations are not efficient for medium to large images or for animations with many frames.
Geographic TIFF (GeoTIFF), a relatively new standard, is essentially a metadata extension of the TIFF format that defines an interchange format for georeferenced raster imagery.  It supports an extensive list of map projections.  The GeoTIFF specification defines a set of TIFF tags that describe all cartographic information associated with TIFF imagery that originates from satellite imaging systems, scanned aerial photography, scanned maps, or digital elevation models.  It is important to note that the GeoTIFF specification supports rasters made up of floating point values, so it can be used for actual data as well as images.

PNG is an approved international standard that was developed as a patent free replacement for GIF.  PNG has four significant advantages over GIF.  It supports higher color depth (up to 48 bits rather than 8), alpha channels (variable transparency), gamma correction (control of image brightness), and two-dimensional interlacing (for progressive display).  PNG also provides slightly higher compression ratios than GIF. 

TIFF is primarily designed for raster data interchange and provides a highly flexible and platform-independent format which is supported by numerous image processing applications.  Since it was designed by developers of printers, scanners and monitors, it has a very rich space of information elements for colorimetric calibration and gamut tables, which can be very useful for remote sensing and multispectral applications.  TIFF uses 4-byte integer file offsets to store image data, with the consequence that a TIFF file cannot have more than 4 Gigabytes of raster data. 
BUFR (described in detail in section 5.4) based standards are used for transfer of georeferenced aviation forecast graphical charts.  In addition, BUFR based formats are currently being proposed for other aviation graphical products. 

HDF5 (described in detail in section 5.4) is sometimes used for transfer of raster imagery, particularly images from satellites.
	Standard
	Pros
	Cons

	GeoTIFF
	Can be used for georeferenced raster imagery as well as photographic images
Supports a variety of compression and tiling options

Supports many numeric data  representations
Widely supported by GIS.

Standard format for output of OGC Web Coverage Servers
	Voluminous.

Not supported by most Web Browsers
Relatively new so level of acceptance is not yet known.

	GIF
	Widely used for palette-based images

Supports transparency and progressive display

Supports animated display of multiple frames

Rendering/display software included within all Web Browsers
Standard format for output of OGC Web Map Servers
	Proprietary

Supports only 256 colors - poor for photographic images

	JPEG
	International standard

Widely used for photographic images
Rendering/display software included within all Web Browsers

Very compact (but uses lossy compression)
Standard format for output of OGC Web Map Servers
	High lossy compression can make it unsuitable for display of graphics or text images

	JPEG2000
	International standard

Very efficient compression

Both lossy and lossless compression

Supports progressive display
OGC has approved a JPEG2000 specification to include GML for geographic imagery
	Not yet widely supported in Web Browsers or image editing software (plug-ins required)



	PDF
	Widely used for documents

Rendering/display software available as a plug-in for most Web Browsers
	Proprietary

Plug-in required for display in Web Browsers
Often used for documents but rarely used for stand-alone charts or images

	PNG
	International standard

Often used for graphics and photographic images

Supports variable transparency
Rendering/display software included within most Web Browsers
Lossless compression

Standard format for output of OGC Web Map Servers
	Not supported by some older Web Browsers

	TIFF
	Often used for high-quality photographic images

Rendering/display software freely available for most operating systems
	Proprietary

Voluminous

Not supported by most Web Browsers - requires use of image display software


Recommendation 5.2 - Formats for delivery of images, charts, graphs, and maps
	Data/product type
	Recommended Formats

	Charts, graphs, maps
	PNG, PDF, JPEG, GeoTIFF, BUFR, GML

	Images (satellite, radar)
	JPEG, PNG, GeoTIFF, HDF5, BUFR


5.3. Formats for delivery of movies, video and animated image loops

Several formats are used for exchange of video information over the Web.  MPEG (Moving Picture Experts Group), AVI (Audio Video Interlaced), MOV (Apple Quicktime), and WMV (Windows Media Video) are the most common, with variations of MPEG being by far the most popular.  GIF is often used for small and/or short animations.
	Standard
	Pros
	Cons

	AVI
	Rendering/display software freely available for most operating systems
	Voluminous

Not supported by any Web browsers - requires use of plug-ins or other video display software

	GIF
	Widely used for small animations

Rendering/display software included within all Web browsers
	Proprietary

Supports only 256 colors so poor for full color images
Very voluminous so only suitable for small images or animations with few frames

	JPEG
	Compact

Java applets provide flexibility (adjust speed, zoom, etc) and are supported by most Web browsers
	Requires use of Java applets

High, lossy compression can introduce visible artifacts

	MOV
	Rendering/display software freely available for most common operating systems
	Proprietary

Voluminous

Not supported by any Web Browsers - requires use of video display software

	MPEG4
	Widely used for exchange of video files

Very compact (but uses lossy compression)

Rendering/display software freely available for most operating systems and as plug-ins for most Web browsers
	Not supported by any Web Browsers - requires use of plug-ins or other video display software
High, lossy compression can introduce visible artifacts

	WMV
	Very compact (but uses lossy compression)

Rendering/display software freely available for Windows operating systems.
	Proprietary

Not supported by any Web Browsers - requires use of plug-ins or other video display software
High, lossy compression can introduce visible artifacts


Recommendation 5.3 - Formats for delivery of movies, video and animated image loops
	Data/product type
	Recommended Formats

	Short/small animations
	GIF, JPEG via Java applets

	Animations, image loops (up to about 20 frames)
	JPEG via Java applets, MPEG4

	Movies, long image loops
	MPEG4


5.4. Formats for delivery of scientific/environmental data

ISO Standards

There are currently no ISO data exchange standards directly applicable to NOAA data.  However, ISO is undertaking a number of activities concerning gridded or image data exchange standards that are potentially applicable once they have been defined and approved.

· ISO 12175 Space data and information transfer systems -- Standard formatted data units -- Structure and construction rule, 1994

· Technical Report ISO/TR 19121 on imagery and gridded data was published in October 2002.  It outlines standards currently used for imagery and describes further needs for standardization in imagery and gridded data.

· ISO 19129 standard for imagery, gridded and coverage data framework is under development.

· ISO 19130 standard for sensor and data models for imagery and gridded data is under development.  It will specify a sensor model describing the physical and geometrical properties of each kind of remote sensor that produce imagery and will define a conceptual data model that specifies the minimum content requirement and relationships among the components to make it possible to geolocate and analyze the data.

WMO Standards

WMO specifies a number of standard formats and data representation forms for exchange of data and products within and between the operational meteorological and hydrological communities.  Use of these standards is mandatory for international exchange of operational meteorological data and products.
GRIB (GRIdded Binary) was primarily designed to exchange gridded data generated by numerical weather prediction models.  It is an efficient method for transmitting and archiving large volumes of two-dimensional meteorological and oceanographic data and is widely used for storage and exchange of gridded data within the meteorological community.  It is the standard used by all of the operational meteorological centers (e.g. NCEP and the European Center for Medium-Range Weather Forecasts) for exchange of their gridded data and forecasts and is being used by NWS to distribute the gridded National Digital Forecast Database.  The description of the data is encoded in tables, which comprise a major part of the GIB documentation. The use of tables allows GRIB data to be exchanged without reliance on a single language (the tables are available in English, French, Spanish, Russian, Chinese and Arabic).  As a consequence, GRIB data cannot be read without application of the accompanying tables, which are available in both printed and digital form.

BUFR (Binary Universal Form for the Representation of Meteorological Data) is a binary format designed for the exchange of meteorological point data.  BUFR files are stream-based and consist of a number of consecutive records.  A BUFR record containing observational data of any sort also contains a coded description of what those data are: the description includes identifying the parameter in question, (height, temperature, pressure, latitude, date and time, whatever), the units, any decimal scaling that may have been employed to change the precision from that of the original units.  As with GRIB, this description is encoded in tables which comprise the major part of the BUFR documentation, with the consequence that BUFR data cannot be read without application of the appropriate tables.  Furthermore, entries in the tables have only been defined for meteorological, marine and hydrological parameters.

FGDC Standards
Spatial Data Transfer Standard (SDTS).  Part 6, the Point Profile, contains specifications for a SDTS profile for use with geographic point data only, with the option to carry high precision coordinates (by increasing the number of decimal places or significant figures) such as those required for geodetic network control points can be attained. (This profile is a modification of Part 4, the Topological Vector Profile, and follows many of the conventions of that profile.) Geographic point data herein describes real-world features, rather than a symbolized map graphic. The data may be derived from a cartographic product (map), but the scope of the Point Profile is to convey high precision point data, such as data derived from high precision geodetic network control surveys, rather than information about geographic features displayed on maps. The profile does not include the transfer of topological structures.
Community, industry and de-facto standards

Comma or space delimited ANSI is commonly used for dissemination of small data sets, especially to the general public or non-scientific users.  If properly formatted (e.g. with variable names or column headings provided in the first line), data delivered in these formats can easily be imported into common database and spreadsheet programs and many other applications for analysis or display.  ANSI is voluminous compared to many binary formats and is thus not suitable for dissemination of very large datasets.

HDF (Hierarchical Data Format) software and file formats have been developed for facilitating access to scientific data by the National Center for Supercomputing Applications (NCSA).  The HDF software includes I/O libraries and tools for analyzing, visualizing, and converting scientific data and can be used for storing images, multi-dimensional arrays, etc.

HDF is used world wide in many fields, including Environmental Science and Aerospace.  Most importantly for NOAA, NASA selected HDF as the basis for developing the standard format for EOSDIS. 

It must be noted that there are two HDF formats, HDF (4.x and previous releases) and HDF5.  Although both of these formats are supported by NCSA, HDF and HDF5 are completely different and are not compatible.  HDF5 was developed to resolve shortcomings of HDF that became apparent as demand grew for bigger and faster data storage systems, handling larger and more complex data structures.  HDF5 is more scalable, with an improved data model and a more flexible robust software library with increased emphasis on remote and distributed access to data.

HDF-EOS employs standard HDF objects, including images, tables, text, and data arrays but it also defines three additional data types based on HDF objects: grid, point, and swath.  Basically, HDF-EOS data sets are HDF objects with the added feature of being able to support geolocation information.  HDF-EOS is currently being used for data being gathered by NASA's EOS satellites.  Terra and called Aqua utilize HDF-EOS 4, while Aura uses HDF-EOS 5.

NetCDF (network Common Data Form) is an interface for array-oriented data access and a freely distributed collection of software libraries, defining an application programmer interface (API).  The netCDF libraries also define a machine-independent format for representing scientific data.  Together, the interface, libraries, and format support the creation, access, and sharing of scientific data.  NetCDF was developed at the Unidata Program Center in Boulder, Colorado.

Many groups within the scientific, particularly education and research, communities have adopted netCDF as a standard way to represent scientific data.  Because the software is available via anonymous FTP Unidata states that it is difficult to know where and how netCDF is being used.  However, it notes that over 2000 distinct hosts in 55 countries have downloaded the netCDF software distribution since May 1997.  More than 60 software packages are available for manipulating or displaying netCDF data.  These include such well-known packages as EPIC, FERRET, GrADS and IDL.

NetCDF 4 - The Common Data Model is a unification of the data models of OpenDAP, netCDF,and HDF5 as well as other binary formats such as GRIB and NEXRAD.  The NetCDF 4 API will implement the common data model.  In version 4 the netCDF API will be extended and implemented on top of the HDF5 data format.  NetCDF users will be able to create HDF5 files with the attendant benefits of much larger files and multiple unlimited dimensions.  Backward compatibility in accessing old netCDF files will be supported.  The combined library will preserve the desirable common characteristics of netCDF and HDF5 while taking advantage of their separate strengths: the widespread use and simplicity of netCDF and the generality and performance of HDF5.  The netCDF 4 libraries are expected to become available in late 2006.
As noted in section 1.2, to standardize HDF and NetCDF requires a standard parameter usage vocabulary.  CF (see section 1.1.1) is a good start for climate and forecast data and OTS (Ocean Time Series) has been proposed for oceanographic time-series.  As described in recommendation 1.5, the various conventions used for NetCDF will need to be rationalized, combined and expanded if all NOAA data are to be made truly interoperable.
XML (Extensible Markup Language) is an internationally accepted standard meta-language, a language for describing other languages, to describe data.  It allows communities to define their own names (tags) and hierarchical structure to describe their data.  XML can therefore be used to store and identify any kind of (hierarchical) information structure. XML is becoming increasingly used for encoding digital information for exchange between different computing systems.  However, XML tags are not predefined.  Each application community or area must define/invent its own tags and Document Type Definition (DTD) or schema to describe the data that it wishes to exchange.

While NOAA policy regarding standards is to "Adopt, adapt and only as a last resort design", no standard XML language for exchange of all scientific environmental data applicable to of NOAA has been defined.  However, several initiatives are being undertaken that address some NOAA data types.
EML (Ecological Metadata Language) is a metadata specification developed by the ecology discipline and for the ecology discipline. It is based on prior work done by the Ecological Society of America and associated efforts (Michener et al., 1997, Ecological Applications).  EML is implemented as a series of XML document types that can by used in a modular and extensible manner to document ecological data.  Each EML module is designed to describe one logical part of the total metadata that should be included with any ecological dataset
GML (Geography Markup Language) is intended for representing and storing the structure and content of geographic features.  GML is an OGC standard, primarily targeted at addressing geographic data interoperability among GIS applications.  GML can be used to represent spatial and nonspatial aspects of geographic features.  Feature characteristics, such as topology, routing, units, and measurements, can be captured and GML also provides schemas for modeling feature attributes and geometries.  GML is the only language that has been formally recognized as a standard for exchange of geospatial data.
CSML (Climate Science Modeling Language) is a GML application schema that attempts to encapsulate important semantics of climate science data in a generic manner.  In essence, it provides an abstract semantic model for representing a range of data objects of relevance to climate science.
ESML (Earth Science Markup Language) is an XML dialect with an accompanying API designed to improve interoperability by defining a formal mechanism for describing scientific data formats.  It is not a data exchange format itself.  Using ESML and its API, applications can understand and use a data file regardless of its format as long as the format has been fully described using ESML.  As of mid 2004 a description of ESML has been published and a number of tools have been developed, including software bindings for several formats including HDF5, HDF-EOS, netCDF, GRIB, ASCII, and NEXRAD.  However, ESML is not an approved standard and has not yet been widely adopted. 

NcML (NetCDF Markup Language ) is being developed as an XML representation of netCDF metadata. It is essentially an XML implementation of netCDF CDL (network Common data format Description Language).  CDL defines a formal textual representation of the variables defined within a netCDF dataset.

MML (Marine Markup Language ) is being developed through a European Commission project that aims to demonstrate that XML technology can be used to improve the interoperability of data for the marine community and specifically in support of marine observing systems.  The project is in its early stages.

RSS (Really Simple Syndication) is a family of XML based communication standards that support Web syndication and is primarily used by news websites and web logs.  RSS repackages a website into XML with a few standard tags, such as the date of a post, a description of the post and a link to it.  RSS provides web content or summaries with links to full versions of the content and other metadata.

Use of XML is growing rapidly in the Internet community but no XML language has been defined for all NOAA data.  In fact, none have been defined for meteorology, oceanography, marine biology or geophysics.

	Standard
	Pros
	Cons

	ANSI (comma or space delimited)
	International standard - can be imported into most database and spreadsheet software (if properly structured)
	Voluminous - not suitable for dissemination of large datasets

No intrinsic structure – 1-D and 2-D arrays only.

	BUFR
	Very flexible and compact

Approved international standard (for meteorology)

Language independent
	Very complex
Decoding software not easily available

Not self-contained - interpretation requires reference to external tables

Variables defined primarily for meteorological parameters

	CREX
	Very flexible

Approved international standard (for meteorology)

Language independent
	Voluminous

Decoding software not easily available

Not self-contained - interpretation requires reference to external tables

Variables defined primarily for meteorological parameters

	GeoTIFF
	Explicit georeferencing built in
Supports a variety of compression and tiling options

Supports many numeric data  representations
Widely supported by GIS.

Standard format for output of OGC Web Coverage Servers
	Voluminous

Relatively new standard so level of acceptance is not yet known

	GRIB
	Very compact

Approved international standard (for meteorology)

Language independent

Relatively simple for a binary format
	For gridded fields only

Defines multi-parameter 2-D grids only.  Organization as higher dimensional data sets must be done externally (i.e. multiple files)
Not self-contained - interpretation requires reference to external tables

Variables defined primarily for meteorological parameters

	HDF4
	Standard software interface available (supported by NCSA)

Widely used in modeling and remote sensing communities

Data model is general and flexible
	Requires installation and use of the HDF4 libraries
Superseded by HDF5

No standards for variable names

	HDF5
	Standard software interface available (supported by NCSA)

Wide range of tools available for manipulation and visualization 

Widely used in modeling and remote sensing communities

Data model is general and flexible 
Compared to HDF and netCDF, richer data model with better access speed
	Requires installation and use of the HDF5 libraries

No standards for variable names

	netCDF
	Standard software interface available (supported by Unidata)

Wide range of tools available for manipulation and visualization

Used extensively in the atmospheric science research community

Data model is general and flexible
	Requires installation and use of the netCDF libraries

To be superseded by netCDF 4 

CF standard names would need significant expansion to cover all NOAA data


	netCDF 4
	Aims to combine best of netCDF API and HDF5 format with backward compatibility to netCDF
	Software not yet operationally released (due 10/2006)

Requires installation and use of the netCDF libraries

CF standard names would need significant expansion to cover all NOAA data

	XML
	International standard

Becoming widely used for exchange of small data sets
	Many dialects – it is a standard for defining languages not a format

No standard dialect/tags agreed for environmental data
Very voluminous - not suitable for dissemination of large datasets

Lacks direct (random) access


Recommendation 5.4 - Formats for delivery of scientific/environmental data
	Data/product type
	Recommended Formats

	Tabular data
	Comma or space delimited ANSI, XML(see Recommendation 5.5)

	Images (satellite, radar)
	JPEG, TIF, GeoTIFF

	2-D point/station data (single parameter 2-D or multi parameter 1-D)
	Comma or space delimited ANSI, netCDF4/HDF51, BUFR2, XML(see Recommendation 5.5)

	3-D point/station data, soundings, profiles or time series
	netCDF4/HDF51, BUFR2

	Multi-dimensional grids, large arrays
	netCDF4/HDF51, GRIB, GeoTIFF (2D only)


1. as noted in recommendation 1.5 usage vocabularies (format conventions) are required

2.  BUFR recommended for meteorological data only.
Recommendation 5.5 – XML schemas for NOAA data
	NOAA should, as a matter of urgency, ensure one or more XML schemas are defined for its major scalar data types (i.e. data types that can be represented by single numbers rather than grids or arrays - the data types listed above with delimited ANSI as a recommended format).  This should be undertaken in consultation with other organizations such as WMO and IOC and should be compatible with the NOAA Standard Parameter Names (see Recommendation 1.5a)


6. Standards for accuracy and content of geospatial data

Several existing standards govern the accuracy of geospatial and geodetic information as well as the minimum level of data content that should be used for exchange of geospatial data.  All are governed by the FGDC.

Geospatial Positioning Accuracy Standards, Part 1.  This standard pertains to developing a reporting methodology for the accuracy of point spatial data.  It does not involve other aspects of point spatial data, e.g., data transfer, data collection, etc.  This standard applies to anyone who collects point data, since these data will require a statement describing their accuracy.  This standard applies to point-specific data only, and is not applicable to areas, lines, attributes, or raster data.

Geospatial Positioning Accuracy Standards, Part 2: Standards for Geodetic Networks.  This applies to accuracy reporting for geodetic networks.  Geodetic control surveys are usually performed to establish a basic control network (framework) from which supplemental surveying and mapping work, covered in other parts of this document, is performed.  Geodetic network surveys are distinguished by use of redundant, interconnected, permanently monumented control points that comprise the framework for the National Spatial Reference System (NSRS) or are often incorporated into the NSRS.

Geospatial Positioning Accuracy Standards, Part 5: Standards for Nautical Charting Hydrographic Surveys.  This standard provides minimum standards for the horizontal and vertical accuracy of features associated with hydrographic surveys that support nautical charting.  Such features include, but are not limited to, water depths, objects on the seafloor, navigational aids, and shoreline.
The NSDI Framework Data Standard (DRAFT) is intended to establish common requirements for data exchange for seven themes of geospatial data that are of critical importance to the National Spatial Data Infrastructure (NSDI), as they are fundamental to many different GIS applications.  The seven geospatial data themes are: geodetic control, elevation, orthoimagery, hydrography, transportation, cadastral, and governmental unit boundaries.  These themes are known as NSDI framework themes.  Framework data standards specify a minimal level of data content that data producers, consumers, and vendors are expected to use for the interchange of framework data, including through Web services.
Recommendation 6 – Standards for accuracy and content of geospatial data
	NOAA should conform to all applicable FGDC standards for its geospatial and geodetic data.  These include Geospatial Positioning Accuracy Standards and the NSDI Framework Data Standard.








